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Abstract

We exploit recent advances in computational topology to study the compressibility of various proteins
found in the Protein Data Bank (PDB). Our fundamental tool is the persistence diagram, a topological
invariant which captures the sizes and robustness of geometric features such as tunnels and cavities in protein
molecules. Based on certain physical and chemical properties conjectured to impact protein compressibility,
we propose a topological measurement CP for each protein molecule P.

CP can be efficiently computed from the PDB data of P. Our main result establishes a clear linear
correlation between CP and the experimentally measured compressibility of most proteins for which both
PDB information and experimental compressibility data are available.
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1 Introduction

A protein is a soft material which acts as an enzyme and/or functions as a receptor. The softness of a
protein is related to cavities present in its molecular structure. However, various definitions of “cavity” are
used depending on which particular biochemical phenomena are being investigated (e.g., active sites). Our
approach uses computational topolgy to deal with cavities in a rigorous manner.

Topology is a branch of mathematics which studies holes of various dimensions as well as how these holes
fit together in a given geometric object. Recent progress in computational topology (e.g., [7, 14, 15]) provides
pure mathematical tools which may be applied to data-driven problems in a wide variety of scienctific contexts
(e.g., [1, 2]). In this paper, we apply computational topology to study a physical and chemical property of
proteins.

The stiffness of a protein is related to its tertiary structure and has an effect on structural stability,
spatial fluctuations and functionality. One of the quantities which characterizes the stiffness of a protein is its
compressibility [4, 6, 9]. The compressibility of some globular proteins has been studied experimentally [4].
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From these experimental studies, it is conjectured that cavities in protein molecules play an important role in
spatial fluctuations even though proteins have a relatively dense packed structure.

The main objective of this paper is to study compressibility by persistence diagrams [1, 12]. In particular, we
discuss geometric and topological sub-structures of protein molecules whose presence impacts compressibility.
Persistence diagrams indicate the presence of holes as well as the robustness of each hole to the locations and
sizes of atoms in a given protein molecule. Moreover, these diagrams can be efficiently computed [11, 12]
from X-ray crystallography data found in the Protein Data Bank [17] via the alpha complex representation [3].
Based on certain physical and chemical properties which are conjectured to impact compressibility, we derive
a topological measurement CP from the persistence diagrams.

Our main result shows that CP exhibits a remarkable linear correlation with most experimental compress-
ibility data present in [4]. We also show that the feature size of cavities which impact compressibility may be
estimated from such topological computations.

2 Topological Methods

In this section we describe the abstract geometric objects called alpha complexes which will be used to model
protein molecules. We also provide a heuristic introduction to persistent homology which is our primary
topological tool for understanding the structure of each cavity present in a protein molecule.

2.1 Alpha Complex Models of Protein Molecules

A standard geometric representation of an atom is a ball with the van der Waals radius. Each protein is built
from a one dimensional sequence of amino acids and can be modeled as a union of the van der Waals balls
corresponding to the atoms in these amino acids. This model is used in [10] to estimate surface areas and the
volumes of proteins, and the key tool in that analysis is the alpha complex [3].

Given a protein molecule P, let XP be a finite set of points in R3 denoting the centers of atoms present in
the amino acid sequence which comprises P. Associate to each ξ ∈ XP a number w(ξ) > 0 which equals the
van der Waals radius of the atom centered at ξ.

For each x ∈ R3 and r > 0, let Br(x) denote the three dimensional solid ball centered at x with radius
r. Then, B(P) =

{
Bw(ξ)(ξ) | ξ ∈ XP

}
is a collection of solid balls which provides a simple geometric model

for the molecule P. However, this static model is very sensitive to errors in the measurement of atom centers
XP as well as the radii w(ξ). In order to provide some robustness to these types of errors, we consider a
one-parameter family of such models.

For each ξ ∈ XP, define the radius function rξ : [0,∞)→ R by

rξ(α) =
√
α+w(ξ)2, (2.1)

and define Bα(P) =
{
Brξ(α)(ξ) | ξ ∈ XP

}
. For any given value of α, Bα(P) is a collection of balls centered

at the points in XP; at α = 0 we recover the static model B(P) defined above and as α increases, so does the
radius of each ball in Bα(P).

For each ξ ∈ XP, we define the weighted distance function dξ : R3 → R by

dξ(x) = ‖x− ξ‖2 −w(ξ)2,

where ‖ · ‖ denotes the standard Euclidean distance. These functions may be used to partition R3 into finitely
many pieces {Vξ | ξ ∈ XP} called Voronoi cells defined as follows:

Vξ =
{
x ∈ R3 | dξ(x) 6 dξ ′(x) for each ξ ′ 6= ξ in XP

}
.

That is, Vξ is the set of all those points in R3 whose weighted distance to ξ is less than or equal to their
weighted distances to all other points in XP. It is easy to check that each point x in R3 lies in at least one
such Vξ whenever XP is non-empty.
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The Voronoi cells also partition the union Uα of balls in Bα(P) for each α. In order to keep track of these
partitions systematically, we define new sets Wξ(α) = Brξ(α)(ξ) ∩ Vξ. Then, for each α > 0 we have the
decomposition

Uα =
⋃

B∈Bα(P)

B =
⋃
ξ∈XP

Wξ(α),

and moreover, Wξ(α) ⊂Wξ(α
′) whenever α 6 α ′ for any ξ ∈ XP.

Definition 2.1 Given a topological space U and a finite collection of subsets W = {Wk | 1 6 k 6 n} whose
union

⋃
kWk equals U, the nerve of W is the abstract simplicial complex N(W) defined as follows: to each

collection of p+ 1 distinct elements of W whose intersection is non-empty, we associate a p-simplex.

In particular, for each subset of U in W, there is a vertex of N(W). There is an edge between two such
vertices if the corresponding subsets intersect. Each triangle of N(W) corresponds to three such subsets with
at least a point of common intersection, and so on for higher dimensional simplices.

It is a consequence of the well-known Nerve lemma that if each subset of U in the collection W is
convex, then the simplicial complex N(W) has the same homology groups as those of U. In particular, the
finite combinatorial object N(W) accurately captures all the connected pieces, tunnels and cavities of the
topological object U. With this in mind, we define the alpha complex.

Definition 2.2 (Alpha Complex) For each α > 0, the alpha complex Xα associated to Bα(P) is the nerve
of the collection of subsets {Wξ(α) | ξ ∈ XP} of Uα.

We show an example of the alpha complex in Figure 1.

Figure 1: A union of balls in the plane. The dashed lines indicate partitions by Voronoi cells and the associated
alpha complex is overlaid.

It should be noted that the alpha complexes Xα and Xα ′ with α 6 α ′ satisfy an inclusion relation
Xα ⊂ Xα ′ . This follows from the fact that each Wξ(α) is a subset of Wξ(α

′) and therefore each p-simplex
of Xα uniquely determines a p-simplex of Xα ′ . It is helpful to think of α as a scale. Simplices introduced at
larger values of α correspond to larger feature sizes than those introduced at smaller values of α.

In the next section, we see how the collection of simplicial complexes {Xα | α > 0} can be used to study
topological structures (e.g., tunnels and cavities) in the unions of balls {Uα | α > 0}. More importantly, the
inclusion induced by increasing α provides information regarding the size and robustness of these topological
structures.

2.2 Persistent Homology

The homology groups Hn(X) of a simplicial complex X provide information about the topological features of
X. The n-dimensional holes may be heuristically thought of as connected components, tunnels and cavities
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for n = 0, 1, and 2, respectively (see [5, Ch. 2] for a thorough introduction). Let Xα be the alpha complex
defined in Section 2.1. Then, the homology groups Hn(Xα) with R-coefficients may be represented as

Hn(Xα) ∼=

{
Rβn(α), n = 0, 1, 2,
0, n > 2.

Here, the dimension βn(α) expresses a count of n-dimensional holes in Uα and is called the n-th Betti number
of Uα.

A filtration is an increasing sequence of simplicial complexes. Recall from the previous section that the
collection X of alpha complexes defined by {Xα | α > 0} is naturally a filtration because Xα ⊂ Xα ′ whenever
α < α ′. The inclusion of simplices across the sequence X allows one to systematically track values of α at
which n-dimensional holes appear and disappear.

More precisely, pick any n-dimensional hole z in Xα0 . It is possible to unambiguously define positive real
numbers bz 6 α0 6 dz called the birth and death scales of z such that bz is the smallest value of α for which
z is an n-dimensional hole in Xα and dz is the largest such value. The quantity dz − bz provides an effective
measure of the robustness of z to fluctuations in the scale α.

The persistence diagram PDn(X) of the filtration X is defined to be the set of points (bz, dz) ∈ R2 where
z ranges over all the n-dimensional holes in X. An important feature of persistence diagrams is their stability
[8]. If one perturbs each point in the set XP of atom centers by an amount δ > 0, the points in the associated
persistence diagrams PDn(X) are perturbed by an amount smaller than δ. In this precise sense, persistence
diagrams are stable to errors in measurement.

Figure 2 shows a sample filtration X and Figure 3 shows its corresponding persistence diagram PD1(X).
Note that the two cycles which appear in the filtration are represented by the two points in the persistence
diagram.

X0
X1 X2 X3 X4

Figure 2: Filtration X

1 2 3 4

1

2

3

4

0 birth

death

Figure 3: Persistence diagram PD1(X)

Finally, we remark that persistence diagrams of a given filtration X are efficiently computable [11, 12].

3 Main Results

In this section we outline the construction of persistence diagrams for a given protein P, define a topological
quantity CP and show that this quantity is closely related to experimentally available compressibility data of
P.
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3.1 Persistence Diagrams of Proteins

For each protein P in the Protein Data Bank (PDB), we extract the set XP of atom centers. The van der Waal
radius associated to each atom type in XP is provided in Table 1 below. The alpha complexes are constructed
using the CGAL software library [13] and the parameter α ranges over [0, 12]. Note that α = 0 corresponds to
the van der Waal ball model of P by (2.1). The persistence diagrams are computed using the Perseus software
available at [16].

atom radius(Å)

C 1.70
N 1.55
O 1.52
P 1.80
S 1.80

Table 1: van der Waals radii

Figure 4 shows the persistent diagrams PDn,n = 1, 2, of ovalbumin (PDB ID: 1OVA). As explained in
Section 2, each point in PD1 corresponds to a tunnel and each point in PD2 corresponds to a cavity in the
filtration X. The x and y coordinates of each point provide the birth and death scale respectively of the tunnel
or cavity being represented by that point.
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Figure 4: PD1 (left) and PD2 (right) of 1OVA.

Such persistence diagrams provide topological insight into protein structures and are of independent inter-
est. For example, the points near the diagonal in PD1 and PD2 correspond to non-robust tunnels and cavities,
respectively. More importantly, the tunnels and cavities which are robust to fluctuations of scale and locations
of atom centers are located far from the diagonal.

We are constructing a database of persistence diagrams of PDB proteins. We encourage the readers to
freely download these computational results from our website [14].

3.2 Compressibility from Persistence Diagrams

We define a topological quantity which is well-correlated to the experimental compressibility of proteins as
follows. Fix a protein P and let PDn denote the n dimensional persistence diagram associated to the alpha
complex filtration X of P. Given real numbers ` 6 u, let us use |PDn(`,u)| to denote the number of points
(x,y) in PDn such that ` 6 x 6 u and y− x > 1. Then, define

CP :=
|PD2(5.9, 8.8)|

|PD1(5.9, 8.6)|
. (3.1)
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For comparison, we use the experimental compressibility data of proteins from [4]. We restrict our analysis
to only those proteins whose PDB data under similar experimental conditions is also available. The numerical
result is summarized in Figure 5. The experimental compressibility data from [4] is laid along the vertical axis
of the figure and the topological quantity from equation (3.1) is on the horizontal axis. Each plotted point in
the figure represents a protein and is labeled with its corresponding PDB ID.
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Figure 5: Topological measurement CP and the compressibility of the proteins

The figure clearly shows a linear correlation between the topological quantity CP and the compressibility
for most such proteins, with the only exceptions being 1A4V, 1E7I, and 1BUW.

The points used in computing CP for 1OVA are colored red in Figure 6.
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Figure 6: PD1 (left) and PD2 (right) of 1OVA. The points used in the computations of CP are colored red.
The green points correspond to non-robust features and are excluded.

3.3 The Derivation of CP

The derivation of CP has two fundamental aspects. First, we investigate some structural features of protein
molecules which are reasonably expected to impact compressibility. Once these features have been determined,
we conduct parameter searches to isolate those pieces of persistence diagrams which correspond to the relevant
features.
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Before providing details, we remark that even though it is reasonable to expect the presence of holes in
protein molecules to impact compressibility, measurements derived from Betti numbers alone did not yield any
quantities which correlated nicely with experimental compressibility. Only after we incorporated the stable
framework of persistent homology did it become possible to identify robust noise-independent features in a
given molecule. As it turns out, isolating those robust features was an extremely important step towards
obtaining the linear correlation shown in Figure 5.

One begins the analysis with the reasonable assumption that non-robust topological features do not have
a large effect on compressibility. Hence, we introduce a noise parameter δ > 0 such that for i ∈ {1, 2}, the
points

Ni(δ) := {(b,d) ∈ PDi | d− b < δ}

will be treated as a topological noise and be removed from consideration.
Persistent homology enables us to systematically treat the sparseness of holes as a by-product of knowing

the birth scales. Let us consider the cross-sections of two such holes in Figure 7. Clearly, the sparse hole on
the right is deformable to a much larger extent than the dense hole on the left. Thus, we assume that a larger
number of sparse holes leads to greater compressibility. The distinction between dense and sparse holes is
also readily captured by persistence diagrams: the denser the hole, the smaller its birth scale. In light of this
assumption, we introduce four more sparseness parameters (`(i),u(i)) for i ∈ {1, 2} so that the point sets

Si =
{
(x,y) ∈ PDi | `

(i) 6 x 6 u(i)
}

comprise the effective sparse holes which are expected to increase compressibility.

Figure 7: Dense hole (left) and sparse hole (right). Solid balls correspond to the van der Waals radii and
dashed balls have radii slightly larger than the birth scale.

We do not introduce similar parameters to control the death scales of holes for the following reasons. The
death scale of a hole is closely related to the size of that hole (see Figure 8). Introducing an upper bound on

Figure 8: Death radii of holes and their size.

the size would remove large holes from consideration and compromise the analysis of compressibility. On the
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other hand, a lower bound on death scales is readily available using the existing parameters. Note that the
death scale of any hole corresponding to a point in Si must exceed the value `i + δ.

The final structural feature under consideration is the length of tunnels. By a tunnel we mean a cylindrical
structure inside a protein molecule. A longer tunnel generically surrounds more space than a shorter one, and
so we expect the presence of longer tunnels to contribute towards higher compressibility.

Even though tunnels themselves appear as points in PD1, their lengths are not encoded directly into PD1.
In our analysis, we focus on increasing the radii of balls comprising a given tunnel. This results in the formation
of cavities as the expanded walls of the tunnel get pinched together. In general, longer tunnels correspond
to more undulant surface regions, and hence to a larger number of cavities generated. This phenomenon is
illustrated in Figures 9 and 10.

Figure 9: Cross section of a long cylinder

Figure 10: Cross section of a short cylinder

Recall that cavities are points in PD2. Thus, the value of interest is the ratio of cavities to tunnels in
relevant regions of the associated persistence diagrams.

Based on the above explanation, we executed a parameter search in |PD2(`
(2),u(2))|/|PD1(`

(1),u(1))| by
changing the parameters `(i),u(i), i = 1, 2, and δ in order to obtain the best-fitting line in Figure 5. The
optimal set of the parameters found by the parameter search is provided in the definition of CP given by (3.1).
In Figure 11, we show the plot the least square errors against the deviation from optimal parameters.

4 Conclusions

Figure 5 clearly indicates that the topological measurement CP succesfully extracts at least some of the essential
structural features which determine protein compressibility. We believe that further modifications of CP by
studying physical, chemical and geometric properties of proteins might yield even better fits to experimental
compressibility.

Moreover, it is possible to estimate the sizes of holes which have a significant impact on the compressibility
of a given protein in the following manner. Pick a point in PD2(5.9, 8.8) with the death scale αd and recall
that this point represents a cavity. For simplicity, let us assume that this cavity is constructed by piecewise
linear convex regions whose vertices are given by the atoms which have an average van der Waals radius w.
At the scale αd, the union of these van der Waals balls has trivial topology and therefore these balls must
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Figure 11: Least squares error against parameter deviation, both in terms of the L2 norm. The red point
indicates the minimal error at the parameters used to define CP.

have a point of common intersection. Then, we may use equation (2.1) to estimate the diameter of the cavity
by 2

√
αd +w2.

We hope that this estimate will be useful for further understanding the connection between the geometry
of a protein molecule and its compressibility. We leave such analysis to future work.
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